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Abstract: 
Noise such as Perlin Noise is used to provide some amount of repeatable pseudo-
randomness to many applications. In this document an example of a custom design to 
accelerate the generation of such noise is presented. This design could be used as a 
coprocessor, or could be used as a custom functional unit in a larger design. Two 
versions of the design are analyzed, one with low precision arithmetic and one with 
higher precision. 

Introduction and Background 
In order to generate images of marble, wood and other naturally occurring textures it is 
useful to have a noise implementation similar to what Ken Perlin proposed. Perlin’s 
version of noise, or Perlin noise as it is more commonly known, has become widely used 
in graphics applications such as movies and increasingly video games. As of yet, there 
has been little work on improving noise by implementing it entirely in custom hardware. 
Andrew Kensler has proposed a model for improved software based noise that has some 
features that will map well to a fast performing hardware implementation with some 
improvements in the quality of noise generated. 
 The basic noise algorithm includes the following steps. First the input vector’s 
integer portion is hashed in a deterministic repeatable fashion that provides a result that is 
seemingly random in relation to the input. This is done to reduce the visible artifacts of 
the noise generated by the algorithm. Then the hash result is used to lookup a random 
unit vector. A dot product is performed on the random vector with the fractional part of 
the input vector. Finally a smoothing function is used to smooth the transitions across the 
lattices in 3D space. 

Improved Noise 
As mentioned above, the implementation used here is based on some improvements to 
the noise algorithm. For comparison the following is approximately how traditional noise 
works: 
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The reduced tree can represent improved noise that has increased visual quality: 

For reference, here are some pictures of the kind of noise this chip is designed to generate 
with their Fourier transforms below them. Traditional noise is the one on the left and 
various versions of improved noise follow to the right. 

 
 

Chip Design 
The input consists of a three-element vector of floats. The integer part is split from the 
fractional part so the inputs will be assumed to come in fixed point to simplify the 
complexity of the chip. This means that the inputs should be provided after performing 
the necessary scaling to get the inputs to the correct range of values. The integer part is 
used as an index to a hash function, which in Kensler’s improved implementation is a 
separate table for each of the three inputs. These lookups are performed in parallel and 
combined to a single number using a bitwise XOR. It should be noted that the low 
precision version does not do this, as its lookups are smaller. Instead it uses the same 
hash and combines the inputs according to the following equation (like traditional noise):  

hash(hash(hash(x)+y)+z) 
Next the single value is used to determine an offset vector representing a dipole within 
the cell. The fractional inputs are then multiplied with this offset vector using a dot 
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product to get a single value that can be used for the noise after applying a smoothing 
function consisting of a couple multiplications at most.  
 Two separate designs are being developed as part of this project. The first is a low 
precision version used for ease of development and for a comparison of chip size with 
increased precision. The second uses a higher bit-width for all of its inputs and 
computations and will have a larger area and use more energy. Both designs are 
implemented using the half-micron UofUDigital_v1_2 library. The output is a single 
value with a bit-width dependent on the input bit-widths. The low-precision version has 
6-bit inputs and a 6-bit output. 

Results 
The area numbers are as follows: 2661 for the small precision design and 40643 for the 
higher precision design. The total dynamic power from synthesis is estimated at 981.5377 
uW and 7.6851 mW for the small and high precision version respectively. Leakage power 
is 49.6795 nW and 764.6240 nW for the same designs. As can be seen, the larger design 
uses much more power and area, which is to be expected. It also has a higher latency, but 
as the timing for the circuit has not been tuned yet, those numbers will be forthcoming. 
  
  

Conclusions and Future Work 
This design has been a great learning experience. Delving into the requirements of 
designing an ambitious project with limited resources has cause the design to be backed 
down at various stages. It is anticipated that this work will be continued and that perhaps 
more sophisticated versions that include a full noise implementation instead of just a 
partial step in the complete noise computation will be designed. There were just too many 
little troubles for one designer to handle. A full turbulence implementation, which 
includes many calls to noise at various magnitudes and frequencies, may also be 
developed since it is typically used in most noise applications to provide for more natural 
results. The final figures are examples of what could be accomplished, possibly with real 
time rendering, using such a design. 

 
 
 
 
 
 
 



Examples of what can be done with noise: 

 

 


